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Abstract- The sense of touch is essential for locating, identifying, 

and grasping buried objects when vision-based approaches are 

limited. In this work, we introduce an approach for haptic 

perception within granular media that leverages three different 

tactile sensor modalities (vibration, internal fluid pressure, 

fingerpad deformation). Online dictionary learning was used to pre-

train inputs to recurrent neural networks that were trained to 

classify the contact state of sensorized fingertips as a robot hand 

was moved through opaque granular media. Temporal 

dependencies in the tactile data were captured by Long Short-Term 

Memory units. The trained multimodal model achieved predictions 

with accuracy of 98.69% for a preliminary set of hand-object-media 

interactions. A model based on a multimodal feature space 

outperformed that based on a unimodal vibration-only space with 

respect to accuracy and robustness. The methods described could 

enable the advancement of haptics-enabled capabilities for robots 

that interact with granular media with limited visual feedback, such 

as teleoperated robots for explosive ordnance disposal. 
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I. INTRODUCTION 

Despite prior research on robotic locomotion within and 

across granular media (e.g. [1]), the use of robot hands within 

granular media has not been explored. In this work, we 

consider challenges to haptic perception within granular media. 

Typically, experiments with robot hands are performed in 

uncluttered environments in open air, where contact and no 

contact conditions are easily distinguished from tactile sensor 

data. 

However, new approaches are required for interpreting 

tactile sensor data generated within granular media since 

contact forces will result from immersion in the media, 

movement through the media, jamming of the media, and 

contact with objects embedded in the media. A simple contact 

/ no contact approach will no longer suffice for locating an 

object buried within granular media, as the transition of 

sensorized fingertips from open air to immersion in the 

granular media will produce false positives. Additionally, the 

countless making and breaking of contact between the 

fingertips and surrounding granular media particles serves to 

add noise to tactile sensing modalities (e.g. pressure, vibration) 

that might otherwise be useful for object detection, perception 

of geometric features (e.g. [2]), etc.  

This work is motivated by the need to advance 

capabilities for explosive ordnance disposal robots that are 

teleoperated in dusty, sandy environments. To keep humans 

out of harm’s way, it is desirable to enable robots and their 

remote operators to haptically locate and retrieve dangerous 

devices that are buried within soil. In this work, we focus on 

the fundamental capability of haptically perceiving contact 

with an object embedded in granular media. Nonetheless, the 

methods can be applied to other robotics applications requiring 

sensor fusion for interactions in complex, unstructured 

environments. We utilize signal processing, sparse coding, and 

recurrent neural network to integrate multiple tactile sensing 

modalities (vibration, pressure, fingerpad deformation). In this 

preliminary work, we demonstrate the ability to perceive the 

contact state of artificial fingertips that are swept through 

granular media and come in contact with a buried object. 

II. METHODS 

The robot testbed consisted of a 7 degree-of-freedom 

(DOF) Barrett Whole Arm Manipulator (WAM) with a 4 DOF 

BarrettHand (Barrett Technology, Cambridge, MA) (Figure 1). 

Two BioTac sensors (SynTouch LLC, Los Angeles, CA) were 

used to collect vibration (2200 Hz), internal fluid pressure 

(100 Hz), and fingerpad deformation data (100 Hz; via an 

array of 19 electrodes that sense impedance). As a precursor to 

future experiments in sand, we used 25 mm cottonwood balls 

as granular media. A 9.1 cm diameter, plastic cylinder was 

buried 4 cm beneath the cottonwood balls and fixed in place. 

Interactions with buried objects that can move within granular 

media are beyond the scope of this proof-of-concept work.  

For each of 500 trials, two sensorized digits of the 

 

Figure 1. a) Experimental set-up used to collect tactile data 

 while b) moving within granular media 



 
Figure 2. Multimodal haptic perception pipeline 

 

Figure 3 Vibration data and deviations of its IMFs from eight siftings 

BarrettHand were immersed into the granular media and swept 

through a 16 cm line at 4 cm/s. Half of the trials were 

conducted with the cylinder. For model training, a 2 sec 

window of data were extracted from each trial to isolate a 

period of free movement within the granular media followed 

by contact with a buried object, and a return to free movement 

within the media. Trials without the buried cylinder utilized 

the same 2 sec window start/end indices.  

Considering the complex tactile information involved and a 

desire for efficient model training, we created a structured 

post-processing pipeline as opposed to an end-to-end learner 

[3] (Figure 2). Three different tactile sensing modalities were 

used by the classification algorithm: vibration, internal fluid 

pressure, and fingerpad deformation. To leverage computer 

vision algorithms, data “images” were created for each sensing 

modality. A sparse mathematical representation of the data 

was used during an unsupervised pre-training step that 

preceded a Recurrent Neural Network (RNN) architecture 

with Long Short-Term Memory (LSTM) units. 

A. Tactile sensor signal processing 

Empirical Mode Decomposition (EMD), a fundamental 

part of the Hilbert-Huang transform [4] is useful for non-linear, 

non-stationary signals, and natural signals. It is based on the 

assumption that data consist of simple intrinsic modes of 

oscillation, where each component is referred to as an intrinsic 

mode function (IMF). In contrast to a Fourier analysis, EMD 

decomposes a signal  adaptively by sifting the signal into 

a series of intrinsic mode functions ( ) until only a small 

monotonic final residue  remains. For an arbitrary time 

series, the sifting process starts with identifying all local 

extrema and connecting local maxima with a cubic spline to 

create an upper envelope and connecting local minima to 

produce a lower envelope. The sifting procedure is repeated on 

the difference between the data and mean of upper and lower 

envelope until it qualifies as an IMF [4]. At the end of the 

decomposition, the original signal  is represented as 

                                     

           (1) 

EMD was applied to the BioTac’s vibration and internal fluid 

pressure data. Due to their large scale relative to the remaining 

IMFs, we selected the first eight and five IMFs for the 

vibration and internal fluid pressure data, respectively. Figure 

3 shows the original vibration data from a 2 sec period and 

deviations of its 8 IMFs from eight different siftings. To take 

advantage of computer vision techniques, we created data 

“images” using the IMFs for the vibration data (22 timesteps 

of 2200 Hz) and internal fluid pressure (5 timesteps of 100 

Hz). Data from the spatial array of impedance electrodes were 

used to create “images” (5 timesteps of 100 Hz) without EMD 

pre-processing.  

B. Sparse representation and fusion layer 

Sparse coding, widely used for audio signal reconstruction 

and image processing, was used to represent the multimodal 

tactile data as linear combinations of basis functions that 

capture higher-level features. We used an unsupervised online 

optimization algorithm [5] to identify features adaptively. It 

learns the dictionary  and the sparse 



coefficients  from the signal 

 by minimizing the empirical cost. 

This can be rewritten as a matrix factorization problem with 

sparsity penalty. 

.          (2) 

over constraints: 

 

where denotes the Frobenius norm,  is a sparsity-

inducing regularization parameter, and  denotes the  

norm of matrix .  

The vibration, internal fluid pressure, and electrode 

impedance data “images” were each passed through the sparse 

coding algorithm independently in order to generate 200, 100, 

and 100 features, respectively. These sparse representations 

were then concatenated and fused within a fully connected 

input layer of an RNN (Figure 2). This unsupervised pre-

training step was also introduced to improve robustness [6] 

described in Section IV.  

C. RNN with LSTM units for binary classification 

A standard RNN is a network with loops allowing 

information to persist temporally. They take temporal 

sequences of data as inputs and yield high-level 

representations as outputs. Long Short Term Memory (LSTM) 

networks [7] are a special kind of RNN with the capability of 

learning long-term dependencies. LSTM consists of three 

gates: input gate , output gate , and forget gate , which 

enable the LSTM to remove or add information to the memory 

cell or cell state . Gates are composed of a sigmoid neural net 

layer and pointwise multiplication operation. The forget gate 

decides what information is discarded from the cell state 

(3).The input gate decides which values will be updated (4). A 

 layer produces a vector of new candidate values (5) 

which could be added to the state. The new information to be 

stored in the cell state is decided by the input gate and  

layer, and the LSTM updates its cell state (6). The output gate 

(7) is used to update the hidden representation (8). 
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           (5) 

            (6) 

           (7) 

            (8) 

where  and are weights and bias parameters, respectively. 

By combining RNNs with LSTM units, an RNN can learn 

a nonlinear mapping between multimodal tactile feature inputs 

and contact state (free movement through the granular media, 

or contact with a buried object) label outputs with a memory 

of 500 ms, which is a subwindow sliding through the 2 sec 

window to avoid learning the specific timing of the state 

transitions rather than patterns in underlying tactile features. 

The RNN was comprised of four hidden layers with 50 

neurons per layer. Training and sequence labeling were 

performed using TensorFlow [8]. Training of the RNN was 

accomplished with Adaptive Momentum Estimation (Adam) 

Optimization which computes adaptive learning rates for each 

parameter. Cross entropy loss was used as a cost function 

based on prediction accuracy with L2 regulation and penalty 

for heavy weights. To prevent overfitting, dropout was applied 

with a rate of 0.4 to enhance robustness of the model to the 

loss of specific input features. 

D. Comparison of model architectures 

We compared our RNN architecture with the following 

benchmark architectures: 

a) Linear classifier: Linear classifier [9] applied directly 

to tactile data processed by EMD 

b) Sparse linear classifier: Linear classifier applied to 

sparse representations of tactile data 

c) Fusion-RNN (F-RNN): RNN architecture used by Jain 

et al. [10] in which tactile sensor streams are processed by 

separate RNNs. Multiple sensor modalities are then fused via a 

fully connected layer. For a fair comparison with our 

architecture, an RNN with LSTM units was implemented with 

a similar architecture, such as the number of hidden layers, 

number of neurons per layer, weight penalty, and dropout rate. 

EMD was applied to the tactile data for the F-RNN analysis, 

as in our architecture. 

d) Sparse-Fusion-RNN (SF-RNN): In our proposed 

architecture, selected sensor streams are first decomposed 

using EMD. Data images are then transformed into sparse 

representations via online dictionary learning. Finally, sparse 

representations are fused via a fully connected layer, and an 

RNN with LSTM units was implemented. 

When the linear classifier and sparse linear classifier were 

applied with a multimodal feature space, processed tactile data 

and sparse representations from each modality were simply 

concatenated. The time to maneuver denotes the average time 

TABLE 1. Contact state classification results 

Method Vibration All three tactile sensor modalities 

dims of 

feature 

space 

# of 
neurons 

time-to-

maneuver

(ms) 

valid. 

dataset 

(%) 

test 

dataset 

(%) 

novel 

dataset 

(%) 

dims of 

feature 

space 

# of 
neurons 

time-to-

maneuver

(ms) 

valid. 

dataset

(%) 

test 

dataset 

(%) 

novel 

dataset 

(%) 

Linear 
Classifier 

8  N/A 1.9  49.5  49.1  49.3 32 N/A 2.2  60.8  62.0  62.0 

Sparse 

Linear 
classifier 

200  N/A 2.4  67.0  72.0  50.7  400 N/A 2.7  99.7  99.7  85.3  

F-RNN[9] 200  50  0.4  63.5  79.9  61.4  400 50 0.6  90.5  84.1  79.4  

SF-RNN 200  50  2.6  95.9  95.7  94.8  400 50 3.0  98.4  98.7  98.0  



an algorithm takes to label 1 sec of data (Table 1). Sparse 

coding and construction of the linear classifier were 

implemented in MATLAB (MathWorks, Natick, MA) while 

RNN architectures were implemented in Python with 2 GTX 

970 cards. As expected, the use of MATLAB was 

computational expensive (Table 1). Sparse coding of the 

vibration data was the most time-consuming step. 

III. RESULTS AND DISCUSSION 

Tactile data trials were separated into 60% for training, 

20% for validation, and 20% for testing. The average training 

time was 23 sec with 2 GTX 970 cards. Table 1 compares the 

four model architectures for two different cases: a unimodal 

model (vibration only), and a multimodal model (vibration, 

internal fluid pressure, fingerpad deformation).  

Due to the random initialization of the LSTM units, the 

first few RNN classification labels needed approximately 100 

ms (10 frames) to diverge from a 50-50 split decision between 

the two contact states (Figure 4). Upon stabilization of the 

RNN predictions, classification errors occurred near 

transitions between contact states. To demonstrate that our 

RNN did not simply learn the specific timing of state 

transitions in the training data, we evaluated the trained 

models on data outside of the 2 sec period of interest used for 

training, validation, and testing. The “contact with object” 

label includes cases when the fingertip touches the object 

directly and when the fingertip encounters the object indirectly 

through a stress chain of granular particles. These data are 

referred to as “novel” datasets in Table 1 are were obtained by 

shifting the 2 sec window of interest by up to ±0.2 sec. The 

magnitude of the temporal shift was limited by the 

commanded speed of the robot hand and the small size of the 

granular media testbed. The temporally shifted datasets 

include the acceleration or deceleration of the robot through 

the granular media, which no model had seen previously.  

For unimodal models trained on vibration data only, the 

proposed SF-RNN architecture performed the best with an 

accuracy of 95.7% on the test dataset (Table 1). The accuracy 

of the SF-RNN classifier decreased slightly to 94.8% for the 

novel dataset, but the decrease in accuracy was not as great as 

that for the sparse linear classifier or F-RNN. This suggests 

that the SF-RNN classifier was more robust to variations when 

the robot hand was moved through the granular media. The 

nonlinear classifiers (F-RNN, SF-RNN) generally 

outperformed the linear classifiers for the unimodal case.  

All model performance improved with the use of 

multimodal tactile sensor data as compared to the vibration-

only models (Table 1). For example, the accuracy of the sparse 

linear classifier increased from 50.7% to 85.3% for the novel 

dataset. Additionally, reductions in accuracy for the novel 

dataset as compared to that for the test dataset decreased when 

all three tactile sensing modalities were used. Although the 

sparse linear classifier outperformed the SF-RNN classifier for 

the multimodal architecture, the sparse linear classifier may 

have overfit the data more than the SF-RNN classifier. For 

instance, the decrease in accuracy for the novel dataset as 

compared to the test dataset was 14.4% for the sparse linear 

classifier, but only 0.7% for the SF-RNN classifier. Overall, 

the proposed SF-RNN classifier outperformed the benchmark 

classifiers with respect to accuracy and robustness.  

In this work, we have established a multimodal, nonlinear 

classifier architecture for detecting contact with objects buried 

within granular media. We plan to extend our classifier 

comparisons to include unimodal models that use internal fluid 

pressure or fingerpad deformation only, and pairings of tactile 

sensor modalities. Such additional comparisons could provide 

insights into which tactile sensor modality encodes the most 

useful information for the binary classification tasks described 

in this work. We will then transition to experiments in sand 

and develop models that are robust to variables such as 

fingertip movement speed and immersion depth. 
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Figure 4. a) Vibration, b) internal fluid pressure, c) electrode impedance, 

and d) RNN-LSTM state labels for a representative 2 sec window 


